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CoastRunners

● A game on which Open AI trained AI agents

● The goal of the game: win a boat race

○ Player earns higher scores by hitting targets laid out along the route.



Video Source: Faulty Reward Functions in the wild; https://openai.com/index/faulty-reward-functions

CoastRunners



Is this gaming agent winning the race or 
failing?

Video Source: Faulty Reward Functions in the wild; https://openai.com/index/faulty-reward-functions



Is this agent succeeding or failing?
S p e c i f i c a t i o n  Ga m i n g :  T h e  g a p be t w e e n  wh at  w e  a s k e d an d  w h a t  we  go t

Amodei, D., et. al. (2016). “Concrete Problems in AI Safety.” arXiv:1606.06565
Krakovna, V., et. al. 2020). “Specification gaming: the flip side of AI ingenuity.” Google DeepMind.



If an AI coding agent gives you a `complete’ 
software artifact, can a human actually run it?

Vangala, B.P, Adibifar, A., Gehani, A., Malik, T., (2026). “AI-generated code is not reproducible (yet): an empirical study of dependency gaps in 
LLM-based coding agents”, In Workshop on Reproducible AI, AAAI. 
Vangala, B.P, Gehani, A., Malik, T., (2026) AI-Generated Code Is Not Reproducible (Yet): An Empirical Study of Execution Reliability in LLM-Based 
Coding Agents” ACM REP 2026
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300 artifacts → 100 prompts → 3 AI coding 
agents → Clean environment

Z e ro  ma n u a l  i n t e r ve n t i o n
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68.3%
e xe c u t ed  s u c c e s s f u l l y  o u t - o f - t h e - b o x
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Overall reproducibility

2

100 prompts, 3 agents, 3 languages, 300 artifacts

By agent By language

Partial executions are included in the failure count.

205 of 300 artifacts (68.3%) execute out-of-the-box.

The remaining 95 artifacts (31.7%) do not.

Experiment conducted 
in December 2025



AI MAGAZINE / AAAI MANUSCRIPT

Why artifacts fail: code and environment errors
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95 failures: 49.5% code, 50.5% environment 



If an AI coding agent gives you a complete 
software artifact, can a human actually run it?

S o m e t i me s—b u t  n o t  r e l i a b l y  ( n e a r l y  1  i n  3  f a i l e d )

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 



If an AI coding agent tells you what its 
software needs, how accurate is that 

specification?

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, Forthcoming in AAAI Magazine.
Special Issue Reproducibility in AI 



Dimension Study design

Tasks 50; eight domains

Ecosystems Python, Java, JS, C++

Coding Agents Claude, Gemini, Codex

Primary 

instances
50 × 4 × 3 = 600

Repair budget Up to 10 cycles

Extra Claude 

trials
50 × 4 × 2 = 400

Fresh Ubuntu 22.04 containers; explicit prompts; baseline toolchains recorded per ecosystem.

Generation, repair, and independent dependency measurement

Environment Reproducibility: Protocol

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, Forthcoming in AAAI Magazine.
Special Issue Reproducibility in AI 



Agent Environment Specification
Declared, installed, and traced dependency layers

declared: what the agent initially says the artifact needs

installed: the final environment after installation and repair.

traced: what we actually observe during a successful execution.”

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 



Measure Divergences in Agent Environment Specification
Declared, installed, and traced dependency layers

D(1): the initial manifest.
D(2): the final installed environment.
D(3): the traced successful execution.

Set differences reveal:
phantom aka agent hallucination, 

 hidden aka under specification by agent, 
and bloat aka overspecification by agent

Generation quality, repair capability, and specification quality are evaluated separately.

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 



First-attempt success vs. success after repair

6

After repair, Claude reaches 100% in all four languages; the lowest final rate is 94%.

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 



Phantom, hidden, and installed-but-unused dependencies
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JavaScript: about 49% phantom, 62% hidden, and 22% bloat.

C++ caveat: runtime tracing does not capture header-only or purely compile-time libraries.

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 



If an AI coding agent tells you what its 
software needs, how accurate is that 

specification?
N o t  re l i ab l y— t h e  d e c l a r e d  e n v i r o n m e n t  o f t e n  d i v er g e s  

s u b s t a n t i a l l y  f r o m t h e  e n v i r o n m e n t  a c t u a l l y  u s e d .

Vangala, B.P,  Malik, T., (2026). “Code That Works, Environments That Don’t: Measuring Environment Reproducibility in AI-Generated Software”,, 
Forthcoming in AAAI Magazine. 



Let's take AI out of the picture.







S o m e t i me s  b u t  n o t  r el i a bl y



Let's take AI out of the picture.
Th e  s p e c i f i c at i o n  g a p  p re d a t e s  A I

D. Sculley, G. Holt, D. Golovin, E. Davydov, T. Phillips, D. Ebner, V. Chaudhary, M. Young, J.-F. Crespo, and D. Dennison, “Hidden Technical Debt 
in Machine Learning Systems,” Advances in Neural Information Processing Systems (NIPS), vol. 28, pp. 2503–2511, 2015.



What is the environment of a 
computation?

2 0 1 6 - 2 0 2 6



Environment is declared software
B u t  d e c l a r a t i o n s  a r e  d i f f i c u l t  t o  o b t a i n

Q. Pham, T. Malik, I. Foster, R. Di Lauro and R. Montella. SOLE: Linking Research Papers with Science Objects. In International Provenance and 
Annotation Workshop (IPAW), 2012
Q. Pham, T. Malik and I. Foster. Using Provenance for Repeatability. In USENIX 5th Workshop on Theory and Practice of Provenance, (TaPP), 2013.



Sciunit: From Declarative Recipes to Application Virtualization

Core Idea: Create a package automatically with code, data and environment

Mechanism: Passive system-call tracing (ptrace) to capture the exact closure of 
libraries, configs, and binaries into an immutable object.

Q. Pham, T. Malik, B. Glavic and I. Foster. Light-weight Database Virtualization. In IEEE 31st International Conference on Data Engineering (ICDE), 1179 -1190, 2015.
D.H. Ton That, G. Fils, Z. Yuan and T. Malik. Sciunits: Reusable Research Objects. In IEEE 13th International Conference on e-Science (eScience), 374-383, 2017.
A. Youngdahl, D.H. Ton That and T. Malik. SciInc: A Container Runtime for Incremental Recomputation. In IEEE 15th International Conference on eScience (eScience), 291-300, 2019.
J. Chuah, M.Deeds, T. Malik, Y. Choi and J. Goodall. Documenting Computing Environments for Reproducible Experiments. In Parallel Computing: Technology Trends (PARCO), 756-765, 2020.

https://bit.ly/4jwnlJ0/sciunit



No need for requirements.txt, documentation, or any install instructions

sciunit exec myexperiment.py sciunit repeat myexperiment.py 



Sciunit: From Declarative Recipes to Application Virtualization

Core Idea: Create a package automatically with code, data and environment

Mechanism: Passive system-call tracing (ptrace) to capture the exact closure of 
libraries, configs, and binaries into an immutable object.

Q. Pham, T. Malik, B. Glavic and I. Foster. Light-weight Database Virtualization. In IEEE 31st International Conference on Data Engineering (ICDE), 1179 -1190, 2015.
D.H. Ton That, G. Fils, Z. Yuan and T. Malik. Sciunits: Reusable Research Objects. In IEEE 13th International Conference on e-Science (eScience), 374-383, 2017.
A. Youngdahl, D.H. Ton That and T. Malik. SciInc: A Container Runtime for Incremental Recomputation. In IEEE 15th International Conference on eScience (eScience), 291-300, 2019.
J. Chuah, M.Deeds, T. Malik, Y. Choi and J. Goodall. Documenting Computing Environments for Reproducible Experiments. In Parallel Computing: Technology Trends (PARCO), 756-765, 2020.

https://bit.ly/4jwnlJ0/sciunit



Sciunit Adoption



Environment has memory
E xe c u t i o n  s t at e  e n s u r e s  re p r o d u c i b i l i t y

N. Manne, S. Satpati, T. Malik, A. Bagchi, A. Gehani and A. Chaudhary. CHEX: Multiversion Replay with Ordered Checkpoints. In Proceedings of the Very Large Databases (PVLDB), 
15(6): 1297-1310, 2022. doi: 10.14778/3514061.3514075 2022



Flinc: Virtualizing the Living Kernel of Interactive Notebooks

Core Idea: Capturing state when execution is non-linear and exploratory.

Mechanism: Notebook audit and repeat kernels with checkpoints and passive 
system-call tracing (ptrace) to capture the exact closure of libraries, configs, and 
binaries into an immutable object.

R. Ahmad, N. Manne and T. Malik. Reproducible Notebook Containers using Application Virtualization. In IEEE eScience, 1 -10, 2022. doi: 10.1109/eScience55777.2022.00015 [Best 
Student Paper]
T. Azaz, R. Ahmad, Md S. Islam, D. Thain, and T. Malik. Efficiently Reproducing Distributed Workflows in Notebook -based Systems. In the 26th IEEE International Symposium on Cluster, 
Cloud, and Internet Computing (CCGrid), 2026

https://bit.ly/4jwnlJ0/Flinc



Using Provenance to Improve Computational Reproducibility, 
ReWords, eScience, 2023 33

Notebook Environment is Not Shared

Target MachineHost Machine



Extend AV to Notebook Client-Server Architecture

Creates two additional kernels:

Audit kernel: executes and audits notebook code

Repeat kernel: repeats the containerized code

Audit 
Kernel

Local 
Environment

Host Machine Target Machine

Repeat 
Kernel

Local 
Environment



NBReplay Architecture and Workflow

35



Environment includes lots of data
D a t a  i s  o f t e n  r e a d - o n l y  a n d l a rg e

C. Niddodi, A. Gehani, T. Malik, S. Mohan, and M. Rilee, IOSPReD: I/O Specialized Packaging of Reduced Datasets and Data-Intensive Applications for Efficient Reproducibility, In IEEE Access, Vol.
11, 2023. doi: 10.1109/MCSE.2021.3096678.



Kondo: Provenance-Driven Data Debloating

Core Idea: Capturing full context without terabytes of redundant intermediate 
files.

Mechanism: asks what data actually contributes to the computation and 
uses data provenance to retain what is necessary for replay and verification.

1. R. Atiq, A. Gehani, T. Malik, F. Zaffar. Semantically-Aligned Data Carving for Robust Reproducibility. In 10th ACM Practice and Experience in Advanced Research Computing (PEARC), 2026.
2. R. Atiq, A. Gehani, T. Malik, F. Zaffar. SCALPEL: Structured Content Access Logging and Pruning for Efficient Layouts. In IEEE International Conference on eScience (eScience), 2025. 
3. R. Tikmany, A. Modi, R. Atiq, M. Reyad, A. Gehani, T. Malik. Efficiently Reducing Storage Foot-print in Reproducible Containers via I/O Specialization. In IEEE Cluster, Cloud and Internet Computing
(CCGrid), 2024. 
4. A. Modi, R. Tikmany, T. Malik, R. Komondoor, A. Gehani and D. D’souza. Kondo: Efficient Provenance-driven Data Debloating. In IEEE International Conference of Data Engineering (ICDE), 2024. 

https://bit.ly/4jwnlJ0/Flinc
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Access = 17 GB but used = 7GB

Workflows are Data-intensive
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Data Reduction Results on Earth Science Workflows

POMD-PF

EcoPro

POMD-PF

EcoPro



Environment is not restricted to one 
machine

I t  i s  s p re a d  a c r o s s  s ev e r a l  h e t e r o g e n e o u s ,  d i s t r i b u t e d  n o d e s



Fidelis: Auditing Distributed Workflows without Cluster Overhead

Core Idea: Whole-environment capture across thousands of distributed 
workers without decreasing cluster throughput

Mechanism: Context similarity exploiting the fact that distributed tasks share 
structural commonality. Uses execution context reuse & minimized context-
switching providing up to 93% reduction in auditing overhead and reduction 
in replay time across heterogeneous clusters.

R. Ahmad, T. Azaz, D. Thain, T. Malik, Fidelis: Exploiting Task Similarity for Low-overhead Distributed Workflow Audit and Replay, Forthcoming in Middleware. 2026



What exactly is in the environment?



What exactly is the environment?

S of t w a re

↓

+  St a t e

↓

+  D at a  l i n e ag e

↓
+  E xe c u t i on  i n f ra s t r u c t u r e



A Backpack1

Term credit: Douglas Thain, University of Notre Dame

eScience



A Backpack1

A backpack is structured specifications of all its dependencies — data, 
software, and computational resources—needed for seamless execution 

across divers, heterogeneous environments.

Backpack

Workflow

Software

Data

Cluster Specs

Workflow

Term credit: Douglas Thain, University of Notre Dame

Md S. Islam, T. Azaz, R. Ahmad, ASM S. Hossain, F. Baig, S. Wang, K. Lannon, T. Malik, D. Thain.
Backpacks for Notebooks: Enabling Containerized Notebook Workflows in Distributed Environments.
In IEEE International Conference on eScience (eScience), 2025.
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This work was supported in part by NSF grant 
2411436 CSSI Frameworks: From 
Notebook to Workflow and Back Again

floability.github.io
conda install -c conda-forge floability

http://floability.github.io/


Consumes 1.5TB Data
Submits 17K Tasks

Uses 2400 cores, 200 
nodes.

Example: DV5 CMS Analysis 
Application
http://dx.doi.org/10.1109/SC41406.2024.00068

Kevin 
Lannon

Connor
Moore

http://dx.doi.org/10.1109/SC41406.2024.00068


Example: Aging Dams Simulation 
Workflow
https://github.com/floability/floability-cli/tree/distributed-iguide-gis-aging-dams/example/iguide-gis-
aging-dams

Analyze 

Downstream 

Impacts of 

Dam Failures 

to Critical 

Infrastructure, 

Vulnerable 

Populations & 
Ecosystems

Modularized steps 

(Flooded area identification)

Furquan
Baig

Shaowen
Wang

Backpack 
captured but not 
distributed (yet)
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Backpack

➔ workflow
◆ cms-physics-dv5.ipynb

➔ software
◆ environment.yml
◆ worker-environment.yml

➔ data
◆ data.yml
◆ samples/qcd/…/nano_mc2017_11.root
◆ samples/diboson/…/nanomc2017_6.root

➔ compute
◆ compute.yml

https://github.com/floability-hub
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This work was supported in part by NSF grant 
2411436 CSSI Frameworks: From 
Notebook to Workflow and Back Again

floability.github.io
conda install -c conda-forge floability

http://floability.github.io/


An eScience Vision:       as a CI primitive



An eScience Vision:       as a CI primitive

● Humans were and AI agents are imperfect environment specifiers 
○ The difference is only in scale

● Software artifacts can be generated faster than humans can inspect them.
○ Artifacts cannot be responsible about their execution context. 

● Instead, the execution infrastructure should observe that context and 
construct the backpack as the computation is created.





Reproducibility Context as a Service

● Environment context becomes a first-class object of cyberinfrastructure, just 
as data, identity, and computation have become first-class objects.



When human/AI writes the code, who 
carries the context?

I n f r a s t r u c t u r e



When AI writes the code, who carries 
the context?

I n f r a s t r u c t u r e



Collaborators and Students

Current Students

Collaborators

Former Postdocs, Engineers and Students



● Thanks to our funders



Questions

• Email: tanu@missouri.edu

• The Radiant Lab

https://radiant-systems-lab.github.io

We are looking for post docs and 

mailto:tanu@missouri.edu
mailto:tanu@missouri.edu
https://radiant-systems-lab.github.io/
https://radiant-systems-lab.github.io/
https://radiant-systems-lab.github.io/
https://radiant-systems-lab.github.io/
https://radiant-systems-lab.github.io/


1. Scientist provides a GitHub link
2. EnCORE Agent sets up two environments
3. Audit will create the data-efficient container
4. Repeat will re-execute the container w/o 

environment setup
5. Users can ask What-If,  What Now, What next

EnCORE — Agent-Powered Reproducible Container 
Infrastructure for Digital Twins



Container size

1. Docker containers are 19X, 7X and 2.5X larger than those of Sciunit.
2. Sciunit containers are even slightly smaller than the original application 

package size.

Using Provenance to Improve Computational Reproducibility, ReWords, eScience, 2023

62



Auditing and re-execution time

1. Docker spends 4X and 9X longer time than Sciunit to build FIE and VIC container, 
7X and 2.5X larger.

2. Sciunit only spends slightly higher time than the original execution time to build 
containers.

Using Provenance to Improve Computational Reproducibility, ReWords, eScience, 2023

63



Sample Interaction of Sciunit

Alice’s Computer Bob’s Computer

64

1. > sciunit open mSLLTj# 

           Opened Sciunit FIE

2. > sciunit list

e1 Dec 4 12:44 ./FIE.sh ./DATA/weather_201710.Rds

3. > sciunit repeat e1 

…
0. Download…

1. Calculate violation matrix…

2. Calculate heat map…

3. Generate model data with ./DATA/weather_201710.Rds

4. Apply random forest model…

5. Evaluation…

4. > sciunit given ‘/tmp/weather_201801.Rds’ e1 %

…
1. Generate model data with ‘/tmp/weather_201801.Rds

2. Apply random forest model…

3. Evaluation…

5. > sciunit list

e1 Dec 4 12:44 ./FIE.sh ./DATA/weather_201710.Rds

e2 Dec 14 2:44 ./FIE.sh ./tmp/weather_201801.Rds

Z. Yuan, D.H. Ton That, S. Kothari, G. Fils, T. Malik. Utilizing Provenance in Reusable Research 
Objects, In Special Issue on Using Computational Provenance , MDPI Informatics, Vol 5(1), 
2018.



Using Provenance to Improve Computational Reproducibility, 
ReWords, eScience, 2023 65

Notebook Execution Time

(a) Notebook Execution Time

(b) Notebook Storage Size

Figure 11: Comparison of execution times and storage size for the nine notebooks using four methods: No-AV python: running the Python file, No-AV notebook:

running the notebook with its own kernel, Batch-AV: running the Python filewith Sciunit, and Interactive-AV: running the notebook with Sciunit kernel. No-AV

refers to both No-AV python and No-AV notebook.

repeat kernels are essentially wrappers over the Sciunit Python

API, and FLINC adds provenance information for each cell ex-

ecution to the resulting logs.

Toconduct our experiments, weused HydroShare[11] which

is an open source platform used by geoscientists for collabora-

tive and reproducible research. HydroShare provides tools for

managing and publishing models and data by leveraging inter-

active development and access to cloud services. It supports

multiple computational platforms where users can develop and

share their scientific models. One of these platforms is Cy-

berGIS Jupyter for Water (CJW) [13]. It provides users with

basic hardwareand softwaresetup to support dependency man-

agement and isolation through the use of one or more kernels.

Users can use the pre-existing kernels or create their own ker-

nel in their user space. We run our experiments on these two

platforms using notebooks which use Python, C, and Fortran

dependencies. The experiments were run on a 64 bit machine

running Ubuntu 20.04.

Our dataset of experiments consists of ten notebooks. They

are written in Python and C language and also invoke utilities

via shell commands. Each notebook corresponds to a di↵er-

ent use case; four from the field of hydrology, three from data

science, and three from Earth science. The hydrology note-

books perform water flow analysis using data from di↵erent

sources with the help of standard hydrological models. In the

data science notebooks, two notebooks use machine learning

algorithms to analyze and predict market behavior and the third

notebook performs image classification using neural networks.

The earth sciences notebooks read data from satellites and ge-

ographical data, generates labels, performs calculations, and

comparison with the simulated data. We describe the impor-

tant characteristics of our notebooks in Table 1.
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Average Execution Time

• Audit: About 16% overhead of interactive AV than batch AV. 

• Repeat: Interactive-AV method adds an overhead of only around 3.5% compared to the actual 
notebook execution, but batch-AV is more expensive. 

• Almost 11% less than the time it takes to repeat the same notebook using batch-AV 
method. 
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(a) Notebook Execution Time (b) Notebook Repeat Time

Figure 12: Comparison of average execution and repeat times using each of the four methods: (i)No-AV python: running the Python file of the code, (ii)No-AV

notebook: running the notebook with its own kernel, (iii)Batch-AV: auditing the Python filewith Sciunit, and (iv)Interactive-AV: auditing the notebook with the

Sciunit kernel.

Figure 13: The average Notebook Execution vs Repeat Time.

Weperform twodi↵erent experimentswithFLINCusing our

dataset. First, we study the overhead incurred during notebook

execution dueto application virtualization. Weanalyze theexe-

cution time and storage size in both the audit and repeat modes

of notebook execution using theaudit and repeat kernel respec-

tively. We term this the Interactive-AV method. We compare

its performance against three other methods. The first method

is executing a Python file that corresponds to the notebook, but

one that uses application virtualization in batch mode. Weterm

this method Batch-AV. Comparison with this method will help

us learn any overheads incurred due to the addition of thenote-

book architecture. The second method is the base performance

of the notebook using the original kernels (i.e, without appli-

cation virtualization). We term this method No-AV notebook.

Comparison with this method will help us learn the overheads,

if any, due to interactive computation. The third method is the

baseline for thisexperiment, which isexecuting thesourcecode

of the notebook in a Python file. We term this method No-AV

python. Weusenineout of the ten notebooks in our dataset for

the first experiment.

Figure 11 shows the execution time and the corresponding

storage footprint generated by the four methods for these nine

notebooks. We also compute the average time it takes across

all notebooks and across three runsof each notebook to execute

and repeat using the four approaches, as shown in figure 12.

Figure 12a shows that the overhead in execution time using

Interactive-AV as compared to batch-AV is about 16 percent.

This increase is attributed to the extra time spent auditing the

entire notebook execution machinery in addition to the note-

book itself, as described in section 5. For repeating the same

notebook, theInteractive-AV method addsan overhead of only

around 3.5% compared to the actual notebook execution, as

shown in figure 12b. This is almost 11% less than the time

it takes to repeat the same notebook using batch-AV method.

Comparing with itself, Interactive-AV spends about 33% less

time to repeat the notebook than to execute the same notebook

during audit mode, as shown by Figure 13. This shows that

once a set of experiments have been executed, it is relatively

inexpensive to reproduce them multiple times. For batch-AV

method, the percentage gain for repeating the same notebook

is on average less than 13%. Thus, reproducing the notebook

code using FLINC is interactive and convenient as well ascom-

putationally efficient.

Figure 11b shows the storage footprint for each notebook

when using Batch-AV and Interactive-AV methods. Thebase-

line here is the No-AV which refers to both No-AV python and

No-AV notebook. This is the size of the notebook file which
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Storage size of notebook containers(a) Notebook Execution Time

(b) Notebook Storage Size

Figure 11: Comparison of execution times and storage size for the nine notebooks using four methods: No-AV python: running the Python file, No-AV notebook:

running the notebook with its own kernel, Batch-AV: running the Python filewith Sciunit, and Interactive-AV: running the notebook with Sciunit kernel. No-AV

refers to both No-AV python and No-AV notebook.

repeat kernels are essentially wrappers over the Sciunit Python

API, and FLINC adds provenance information for each cell ex-

ecution to the resulting logs.
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managing and publishing models and data by leveraging inter-

active development and access to cloud services. It supports

multiple computational platforms where users can develop and

share their scientific models. One of these platforms is Cy-

berGIS Jupyter for Water (CJW) [13]. It provides users with

basic hardwareand softwaresetup to support dependency man-

agement and isolation through the use of one or more kernels.

Users can use the pre-existing kernels or create their own ker-

nel in their user space. We run our experiments on these two

platforms using notebooks which use Python, C, and Fortran

dependencies. The experiments were run on a 64 bit machine

running Ubuntu 20.04.

Our dataset of experiments consists of ten notebooks. They

are written in Python and C language and also invoke utilities

via shell commands. Each notebook corresponds to a di↵er-

ent use case; four from the field of hydrology, three from data

science, and three from Earth science. The hydrology note-

books perform water flow analysis using data from di↵erent

sources with the help of standard hydrological models. In the

data science notebooks, two notebooks use machine learning

algorithms to analyze and predict market behavior and the third

notebook performs image classification using neural networks.

The earth sciences notebooks read data from satellites and ge-

ographical data, generates labels, performs calculations, and

comparison with the simulated data. We describe the impor-

tant characteristics of our notebooks in Table 1.
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• 34% larger in size as compared to the containers created using Batch-AV. 

• Intermediate data cached by notebook execution accounts for the primary increase in size. 



Notebook Containers Vs Docker

46̃% less time than Docker to create a new virtual environment on the target system and install the 
required dependencies. 
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(a) Container Export Time

(b) Average Export Time

Figure 14: Comparison of average export times using each of the three meth-

ods: Docker Base: creating Docker baseimage, Docker Container: creating the

Docker container with all the required dependencies, and FLINCExport: creat-

ing virtual environment using FLINCwith all the required dependencies.

is roughly the same as its Python code file. We see that the

containers created using Interactive-AV are about 34% larger

in size as compared to the containers created using Batch-AV.

This increase in size is attributed to the additional provenance

metadata and thefilesand directories gathered and stored asthe

audit kernel audited the entire notebook execution machinery.

In our second experiment, wecomputethetimetaken to cre-

ate the new virtual environment using the export functionality

inFLINC. Weterm thismethod FLINCExport and wecompare

it with the time required to create a corresponding Docker con-

tainer using thesameset of dependencies. Weterm that Docker

Container . Thebaseline for thisexperiment isthetimetaken to

create Docker base image from Ubuntu 20.04, termed Docker

Base. We use five out of the ten notebooks in our dataset for

the second experiment.

Figures 14 and 15 show the results that FLINC requires

4̃6% less time than Docker to create a new virtual environment

on the target system and install the required dependencies. The

virtual environment created by FLINC is also lean compared to

thesizeof containers created by Docker. Docker containers are,

on average, 91% larger in size for all our notebooks compared

to the containerized environment created by FLINC.

In summary, executing a notebook using FLINC adds little

overhead in execution time compared to running the notebook

using traditional Batch-AV method. Repeating the notebook

using FLINC is faster than the Batch-AV method and has very

small overhead over the actual notebook computation. Com-

pared to Docker containers, FLINC takes almost half the time

to create a new virtual environment and about half the storage

footprint to store the virtual environment.

(a) Container Export Size

(b) Average Export Size

Figure 15: Comparison of average sizes using each of the three methods:

Docker Base: creating Docker base image, Docker Container: creating the

Docker container with all the required dependencies, and FLINCExport: creat-

ing virtual environment using FLINCwith all the required dependencies.

8. Generality of FLINC

We discuss the generality of FLINC for encapsulating and

sharing dependencies. FLINC is an open-source system [21].

Currently, we do not focus on the medium of containerization

or the format of the resulting container, which is beyond the

scope of this paper. The objective in FLINC is to automatically

determine the dependencies and provide a sandbox instead of

manually creating apackageand then sandboxing it. If thecon-

tainer is a package then one of the emerging format such as

Flatpak [22] or NEXTSTEP/MacOS bundles [23] can be used.

If thecontainer hasnamespace isolation, then Docker or Singu-

larity images can be used.

FLINC currently depends on ptrace, a process tracing util-

ity that is only available on Linux platforms. While this re-

strictsFLINC to Linux, the fundamental concepts in FLINC can

also be extended to other operating systems through the use of

event tracing systems specific to them. For example, as shown

previously [24] the Process Monitor (procmon) application on
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Figure 15: Comparison of average sizes using each of the three methods:

Docker Base: creating Docker base image, Docker Container: creating the

Docker container with all the required dependencies, and FLINCExport: creat-

ing virtual environment using FLINCwith all the required dependencies.

8. Generality of FLINC

We discuss the generality of FLINC for encapsulating and

sharing dependencies. FLINC is an open-source system [21].

Currently, we do not focus on the medium of containerization

or the format of the resulting container, which is beyond the

scope of this paper. The objective in FLINC is to automatically

determine the dependencies and provide a sandbox instead of

manually creating apackage and then sandboxing it. If thecon-

tainer is a package then one of the emerging format such as

Flatpak [22] or NEXTSTEP/MacOS bundles [23] can be used.

If thecontainer hasnamespace isolation, then Docker or Singu-

larity images can be used.

FLINC currently depends on ptrace, a process tracing util-

ity that is only available on Linux platforms. While this re-

strictsFLINC to Linux, the fundamental concepts in FLINC can

also be extended to other operating systems through the use of

event tracing systems specific to them. For example, as shown

previously [24] the Process Monitor (procmon) application on
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Notebook Containers Vs Docker (2)

• Docker containers are, on average, 91% larger in size for all our notebooks compared to 
the containerized environment created by FLINC. 
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(a) Container Export Time

(b) Average Export Time

Figure 14: Comparison of average export times using each of the three meth-

ods: Docker Base: creating Docker baseimage, Docker Container: creating the

Docker container with all the required dependencies, and FLINCExport: creat-

ing virtual environment using FLINCwith all the required dependencies.

is roughly the same as its Python code file. We see that the

containers created using Interactive-AV are about 34% larger

in size as compared to the containers created using Batch-AV.

This increase in size is attributed to the additional provenance

metadata and thefilesand directories gathered and stored as the

audit kernel audited the entire notebook execution machinery.

In our second experiment, wecomputethetimetaken to cre-

ate the new virtual environment using the export functionality

inFLINC. Weterm this method FLINCExport and wecompare

it with the time required to create a corresponding Docker con-

tainer using thesameset of dependencies. Weterm that Docker

Container . Thebaseline for thisexperiment isthetimetaken to

create Docker base image from Ubuntu 20.04, termed Docker

Base. We use five out of the ten notebooks in our dataset for

the second experiment.

Figures 14 and 15 show the results that FLINC requires

4̃6% less time than Docker to create a new virtual environment

on the target system and install the required dependencies. The

virtual environment created by FLINC is also lean compared to

thesizeof containers created by Docker. Docker containers are,

on average, 91% larger in size for all our notebooks compared

to the containerized environment created by FLINC.

In summary, executing a notebook using FLINC adds little

overhead in execution time compared to running the notebook

using traditional Batch-AV method. Repeating the notebook

using FLINC is faster than the Batch-AV method and has very

small overhead over the actual notebook computation. Com-

pared to Docker containers, FLINC takes almost half the time

to create a new virtual environment and about half the storage

footprint to store the virtual environment.
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Figure 15: Comparison of average sizes using each of the three methods:

Docker Base: creating Docker base image, Docker Container: creating the

Docker container with all the required dependencies, and FLINCExport: creat-

ing virtual environment using FLINCwith all the required dependencies.

8. Generality of FLINC

We discuss the generality of FLINC for encapsulating and

sharing dependencies. FLINC is an open-source system [21].

Currently, we do not focus on the medium of containerization

or the format of the resulting container, which is beyond the

scope of this paper. The objective in FLINC is to automatically

determine the dependencies and provide a sandbox instead of

manually creating apackage and then sandboxing it. If thecon-

tainer is a package then one of the emerging format such as

Flatpak [22] or NEXTSTEP/MacOS bundles [23] can be used.

If thecontainer hasnamespace isolation, then Docker or Singu-

larity images can be used.

FLINC currently depends on ptrace, a process tracing util-

ity that is only available on Linux platforms. While this re-

strictsFLINC to Linux, the fundamental concepts in FLINC can

also be extended to other operating systems through the use of

event tracing systems specific to them. For example, as shown

previously [24] the Process Monitor (procmon) application on
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Github

FigshareOpenData.gov Docker.com

Sharing images via the cloudPackage managers

An introduction to Docker for reproducible research
C Boettiger - ACM SIGOPS Operating Systems Review, 2015 - dl.acm.org

Zenodo.org

https://dl.acm.org/doi/abs/10.1145/2723872.2723882?casa_token=eqsOvyM-sB8AAAAA:THhqRdPjiY1crRBXJFSmujnR4fRWnzoGjN_rshI_jq9uQhm0G0r9ZIkltUcbCsDgZNObE29nsoRckiE
https://dl.acm.org/doi/abs/10.1145/2723872.2723882?casa_token=eqsOvyM-sB8AAAAA:THhqRdPjiY1crRBXJFSmujnR4fRWnzoGjN_rshI_jq9uQhm0G0r9ZIkltUcbCsDgZNObE29nsoRckiE
https://dl.acm.org/doi/abs/10.1145/2723872.2723882?casa_token=eqsOvyM-sB8AAAAA:THhqRdPjiY1crRBXJFSmujnR4fRWnzoGjN_rshI_jq9uQhm0G0r9ZIkltUcbCsDgZNObE29nsoRckiE
https://dl.acm.org/doi/abs/10.1145/2723872.2723882?casa_token=eqsOvyM-sB8AAAAA:THhqRdPjiY1crRBXJFSmujnR4fRWnzoGjN_rshI_jq9uQhm0G0r9ZIkltUcbCsDgZNObE29nsoRckiE
https://scholar.google.com/citations?user=zj2rRtEAAAAJ&hl=en&oi=sra


Docker: Using containers from build to 
run

IDEAS-ECP Webinar, November 2020
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Containers provide constrained resource 
isolation

IDEAS-ECP Webinar, November 2020

CPU Memory Filesystem Network
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Authors must program a Dockerfile

IDEAS-ECP Webinar, November 2020
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Containers do not reduce technical debt

• Declarative encapsulation of dependencies for isolated execution
• E.g. various shell utilities and library versions unknown to user

IDEAS-ECP Webinar, November 2020

74



Sciunit steps and external requirements
IDEAS-ECP Webinar, November 2020

1. Create 2. Share 3. Repeat
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